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Assignment 10: Seasonal Box-Jenkins
The AutoRegressive Integrated Moving Average (ARIMA) forecasts future values based on patterns in past values.  Seasonal ARIMA uses lagged values and cyclical trends to forecast future behavior. Lagged values are produced by regressing the target variable on itself. I will perform seasonal ARIMA on two distinct data sets and then forecast five time periods.
Data 1
	The original data follows a positive linear trend . There appears to be a cyclical pattern every 12 observations. The trend leads me to believe seasonalit[image: ]y plays an important part in this data set.
Stationary Tests
	The stationary test used this time is an Augmented Dickey-Fuller (ADF). We fail to reject the null hypothesis because the p-value is 0.930. For clarification, the null hypothesis is that the data has a unit root, or is not stationary. This confirms Data 1 is non-stationary and requires differencing.
Regression with ARIMA 
	I start by performing a stepwise search to find the lowest AIC (Akaike information criterion). The AIC returned is -90.157. The ADF model produces a seasonal ARIMA (4,0,5). This means there is four auto-regressive (AR), zero differences taken (I), and five moving-average (MA) component respectively. The output summary shows how each ARIMA (ar.L4, ma.L3, ma.L4, ma.L5) has significance. All other intercepts and terms have no significance. 
	Since the ADF test reveals that the data is non-stationary, we need to take a difference by setting d=1. The new model produces an AIC of -106.308, which is significantly lower that the first model. The data set is now stationary with a seasonal ARIMA (5,1,5). Some coefficients are not significant and can be removed form the model (ar.L5 and ma.L1). Despite the model still containing insignificant lags, there is a solid formation to the ARIMA(5,1,5). The following plots show no heteroskedascity, minimal auto-correlation, and normally distributed errors and residuals. 
[image: ]Forecasting the Next Five Values
	The final step is to use the ARIMA model to predict future values. The python code creates each value and their respective confidence intervals. The predictions follow closely to the pre-established cycle in the original data. Each time period fits within the confidence interval set by ARIMA(5,1,5). 
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Forecast for Next 5 Time Periods: 
144    7.611391
145    7.516177
146    7.578740
147    7.779646
148    7.620974
Confidence Intervals for Next 5 Time Periods: [[7.30007695 7.92270526]
 [7.20421633 7.82813821]
 [7.24719958 7.91028008]
 [7.44691756 8.11237467]
 [7.27145165 7.97049612]]

Data 2
	The original data follows a positive linear trend . There is no visible seasonality or outliers within the graph. The trend leads me to believe a difference will need to be taken to create stationary data..
[image: ]Stationary Tests
The first stationary test used this time is an Augmented Dickey-Fuller (ADF). We fail to reject the null hypothesis because the p-value is 1.0. For clarification, the null hypothesis is that the data has a unit root, or is not stationary. This confirms Data 2 is non-stationary and may require differencing.
Regression with ARIMA 
I start by performing a stepwise search to find the lowest AIC (Akaike information criterion). The AIC returned is -247.216. The ADF model produces a seasonal ARIMA (4,0,2). This means there is four auto-regressive (AR), zero differences taken (I), and two moving-average (MA) component respectively. The output summary shows how each coefficient (ar.L3, ma.L1, ma.L2) has significance. We can also tell there is no auto-correlation (Ljung-Box = 0.52) and the residuals are normally distributed (Jarque-Bera = 0.67). 
Since the ADF test reveals that the data is non-stationary, we need to take a difference by setting d=1. The new model produces an AIC of -268.94, which is significantly lower that the first model. The data set is now stationary with a seasonal ARIMA (0,1,2). The reduce number of AR terms increase the significance and strength of all variables. Ljung-Box now equals 0.98 and Jarque-Bera equals 0.93. The following plots show no heteroskedascity, no auto-correlation, and normally distributed errors and residuals.
Foreca[image: ]sting the Next Five Values
	The final step is to use the ARIMA model to predict future values. The python code creates each value and their respective confidence intervals. The predictions follow closely to the pre-established cycle in the original data. Each time period fits within the confidence interval set by ARIMA(0,1,2). 

Forecast for Next 5 Time Periods: 
76    6.517314
77    6.502228
78    6.511137
79    6.520047
80    6.528956

Confidence Intervals for Next 5 Time Periods: 
[[6.44301109 6.59161654]
 [6.41114471 6.59331083]
 [6.41893762 6.60333672]
 [6.42674389 6.61334924]
 [6.43456305 6.62334888]]



Python Code
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oleObject1.docx
# -*- coding: utf-8 -*-

"""

Created on Sat Apr 12 12:00:52 2025



@author: Arjoh

"""

# %%



#Library Importation

import pandas as pd

import numpy as np

import statsmodels.api as sm

from statsmodels.tsa.stattools import adfuller, acf, pacf, kpss

from statsmodels.tsa.seasonal import STL

import pmdarima as pm



import matplotlib.pyplot as plt

import plotly.graph_objects as go

from plotly.subplots import make_subplots

import plotly.io as pio

#pio.renderers.default = 'svg'

pio.renderers.default = 'browser'



###---------------- Assignment 10 Data 1 -----------------###

###--------------Import and Format Data

file_path1 = r"C:\Users\Arjoh\Downloads\Assignment 10 Data 1.xlsx"

df1 = pd.read_excel(file_path1)



data1 = df1['y']

data1.plot(title='Data 1: Sporting Goods', xlabel='Index', ylabel='Unit', style='.')



###--------------Test for Stationary - ADFuller, ACF, PACF, KPSS

dftest1 = adfuller(df1["y"], autolag="AIC") #autolag is the method used when automatically

dfoutput1 = pd.Series(dftest1[0:4], index = ["Test Stats", "p-value", "Nbr. Lags", "Nbr of Obs"])

for key, value in dftest1[4].items():

    dfoutput1[f"Critical Value ({key})"] = value

print("Stationary Test for Data 1:")

print(dfoutput1)

print('-'*50)



###--------------Pre-Differencing Transformation

df1['ln_y'] = np.log(df1['y'])

df1['sq_root_y'] = np.sqrt(df1['y'])

df1['Quad_root_y'] = df1['y']**.25



#Display plots for Pre-Difference Transformations

fig1 = make_subplots(rows = 4, cols = 1)

for idx, d in enumerate(["y", "ln_y", "sq_root_y", "Quad_root_y"]):

    fig1.add_trace(go.Scatter(name=d, x=df1.index, y=df1[d]), row=idx+1, col=1)

fig1.update_layout(title="Data 1: Pre-Difference Transformation Plots")

fig1.show() 



###--------------Calculate the 1st and 2nd difference

df1["lny_First_Diff"] = df1["ln_y"].diff()

df1["1ny_Second_Diff"] = df1["lny_First_Diff"].diff()



#Display Plots of 1st and 2nd difference

fig1 = make_subplots(rows = 2, cols = 1)

for idx, d in enumerate(["lny_First_Diff", "1ny_Second_Diff"]):

    fig1.add_trace(go.Scatter(name=d, x=df1.index, y=df1[d]), row=idx+1, col=1)

fig1.update_layout(title="Data 1: Difference Plots")

fig1.show()



###--------------ACF values and plots

acf1_data1 = acf(df1["lny_First_Diff"].dropna(), alpha=0.05)

sm.graphics.tsa.plot_acf(df1["y"].dropna(), lags=40)

sm.graphics.tsa.plot_acf(df1["lny_First_Diff"].dropna(), lags=40)

plt.title("Data 1: ACF - 1st Diff.")

plt.show()



acf2_data1 = acf(df1["1ny_Second_Diff"].dropna(), alpha=0.5)

sm.graphics.tsa.plot_acf(df1["1ny_Second_Diff"].dropna(), lags=40)

plt.title("Data 1: ACF - 2nd Diff.")

plt.show()



###--------------Regression with ARIMA

model1 = pm.arima.auto_arima(df1.ln_y,

    start_p=2,         

    start_q=2,        

    max_p=5,          

    max_d=2,         

    max_q=5,       

    start_P=1,       

    start_Q=1,         

    max_P=2,           

    max_D=1,           

    max_Q=2,          

    max_order=5,       

    m=1,               #Seasonality 

    seasonal=True,     #Enable seasonal ARIMA

    d=2,           

    D=None,            

    stationary=False,  

    information_criterion='aic',  #Metric to choose best model

    test='adf',       #Unit root test for stationarity

    stepwise=True,   

    error_action='ignore',    

    trace=False,         #Set True to print progress

    out_of_sample_size=0

)



print('\nARIMA Regression for Data 1')

print(model1.summary())

model1.plot_diagnostics(figsize=(14,10))

residuals1 = pd.DataFrame(model1.resid()) 

plt.show()



###--------------Data vs. Model Forecast and Graph

#Graph

df1['Prediction'] = model1.predict_in_sample()

fig, ax = plt.subplots(figsize = (15,8))

df1['ln_y'].plot(x=df1.index, y='ln_y', label="LN(Count)", legend=True, ax=ax)

df1['Prediction'].plot(x=df1.index, y='Prediction', label="Prediction", legend=True, ax=ax)

plt.title("Data 2: Prediction Forecast")

plt.show



#Predict 5 periods in the future

predict1, confid1 = model1.predict(n_periods=5,return_conf_int=True)

print(f"\nForecast for Next 5 Time Periods: {predict1}")

print(f"\nConfidence Intervals for Next 5 Time Periods: {confid1}")

print('-'*50)

# %%

###---------------- Assignment 10 Data 2 -----------------###

###--------------Import and Format Data

file_path2 = r"C:\Users\Arjoh\Downloads\Assignment 10 Data 2.xlsx"

df2 = pd.read_excel(file_path2)



data2 = df2['y']

data2.plot(title='Data 2: Original Data', xlabel='Index', ylabel='Unit', style='.')



###--------------Test for Stationary - ADFuller, ACF, PACF, KPSS

dftest2 = adfuller(df2["y"], autolag="AIC") #autolag is the method used when automatically

dfoutput2 = pd.Series(dftest2[0:4], index = ["Test Stats", "p-value", "Nbr. Lags", "Nbr of Obs"])

for key, value in dftest2[4].items():

    dfoutput2[f"Critical Value ({key})"] = value

print("Stationary Test for Data 2:")

print(dfoutput2)

print('-'*50)



###--------------Pre-Differencing Transformation

df2['ln_y'] = np.log(df2['y'])

df2['sq_root_y'] = np.sqrt(df2['y'])

df2['Quad_root_y'] = df2['y']**.25



#Display plots for Pre-Difference Transformations

fig2 = make_subplots(rows = 4, cols = 1)

for idx, d in enumerate(["y", "ln_y", "sq_root_y", "Quad_root_y"]):

    fig2.add_trace(go.Scatter(name=d, x=df2.index, y=df2[d]), row=idx+1, col=1)

fig2.update_layout(title="Data 2: Pre-Difference Transformation Plots")

fig2.show() 



###--------------Calculate the 1st and 2nd difference

df2["lny_First_Diff"] = df2["ln_y"].diff()

df2["1ny_Second_Diff"] = df2["lny_First_Diff"].diff()



#Display Plots of 1st and 2nd difference

fig2 = make_subplots(rows = 2, cols = 1)

for idx, d in enumerate(["lny_First_Diff", "1ny_Second_Diff"]):

    fig2.add_trace(go.Scatter(name=d, x=df2.index, y=df2[d]), row=idx+1, col=1)

fig2.update_layout(title="Data 2: Difference Plots")

fig2.show()



###--------------ACF values and plots

acf1_data2 = acf(df2["lny_First_Diff"].dropna(), alpha=0.05)

sm.graphics.tsa.plot_acf(df2["y"].dropna(), lags=40)

sm.graphics.tsa.plot_acf(df2["lny_First_Diff"].dropna(), lags=40)

plt.title("Data 2: ACF - 1st Diff.")

plt.show()



acf2_data2 = acf(df2["1ny_Second_Diff"].dropna(), alpha=0.5)

sm.graphics.tsa.plot_acf(df2["1ny_Second_Diff"].dropna(), lags=40)

plt.title("Data 2: ACF - 2nd Diff.")

plt.show()



###--------------Regression with ARIMA

model2 = pm.arima.auto_arima(df2.ln_y,

    start_p=2,         

    start_q=2,        

    max_p=5,          

    max_d=2,         

    max_q=5,       

    start_P=1,       

    start_Q=1,         

    max_P=2,           

    max_D=1,           

    max_Q=2,          

    max_order=5,       

    m=1,               #Seasonality 

    seasonal=True,     #Enable seasonal ARIMA

    d=1,           

    D=None,            

    stationary=False,  

    information_criterion='aic',  #Metric to choose best model

    test='adf',       #Unit root test for stationarity

    stepwise=True,   

    error_action='ignore',    

    trace=False,         #Set True to print progress

    out_of_sample_size=0

)



print('\nARIMA Regression for Data 2')

print(model2.summary())

model2.plot_diagnostics(figsize=(14,10))

residuals2 = pd.DataFrame(model2.resid()) 

plt.show()



###--------------Data vs. Model Forecast and Graph

#Graph

df2['Prediction'] = model2.predict_in_sample()

fig, ax = plt.subplots(figsize = (15,8))

df2['ln_y'].plot(x=df2.index, y='ln_y', label="LN(Count)", legend=True, ax=ax)

df2['Prediction'].plot(x=df2.index, y='Prediction', label="Prediction", legend=True, ax=ax)

plt.title("Data 2: Prediction Forecast")

plt.show



#Predict 5 periods in the future

predict2, confid2 = model2.predict(n_periods=5,return_conf_int=True)

print(f"\nForecast for Next 5 Time Periods: {predict2}")

print(f"\nConfidence Intervals for Next 5 Time Periods: {confid2}")

print('-'*50)



# %%


